The paper deals with the role of two types of segmentally conditioned fundamental frequency (Fo) perturbation in speech perception, i.e. the differences in Fo between high and low vowels and the effect of pre-vocalic obstruent voicing on Fo. The literature relevant to this issue is reviewed, and the results of a supplementary experiment on Fo as a cue to vowel identity are reported. On this basis three major points are made: (1) Although the pitch of vowels is influenced psychoacoustically by their spectral shape, this effect is too small to be of any significant importance in speech perception. (2) The two types of Fo perturbation are not treated differently in the speech perception process, and (3) irrespective of type, the segmentally conditioned Fo variation can function as a cue both to segment identity and to the identity of prosodic categories, depending on the actual demands upon the speech perception system.

I. INTRODUCTION

It is a well-established fact that the fundamental frequency (Fo) of speech is not only determined by higher-level linguistic information such as sentence type, stress pattern, and tone but also by the segments constituting the utterance. The latter, microprosodic Fo variation can be described as having two sources, one being the inherent Fo differences between segments and the other being coarticulatory effects of segments (consonants in particular) on Fo in adjacent ones. Although the underlying mechanisms are still subject to discussion, both types of micro-
prosodic variation are generally assumed to be a result of physiological and/or acoustic constraints of the speech production apparatus and thus beyond the active control of the speaker (see e.g. Ohala 1973, Reinholt Petersen 1978, 1983, Silverman 1984a).

The present paper will deal with the role of microprosodic phenomena in the perception of speech, concentrating upon intrinsic Fo of vowels (i.e. the tendency for high vowels to have a higher Fo than low vowels, ceteris paribus) and the influence of obstruent voicing on Fo in the following vowel (Fo being lower after voiced than after voiceless obstruents) as examples of the two types of microprosodic Fo variation. In connection with the discussion of phonetic explanations for the development (or nondevelopment) of linguistic tones from segmental effects on Fo (Hombert 1976a,b, 1978, Ohala 1978, 1982), the question was raised whether the two types of segmentally conditioned Fo perturbation are treated differently by the perceptual system. Considering the tendency for the development of tones from initial consonant voicing to be far more frequent than the development of tones from vowel height (in fact, no unambiguous cases appear to have been reported), it has been assumed that consonantal influences on Fo are detected by listeners, whereas intrinsic differences among vowels go unnoticed, presumably due to some sort of perceptual compensatory effect (Hombert 1976b, Silverman 1984a). Since this issue is relevant not only to theories of tonogenesis but also, of course, of primary interest to general phonetic theory, the following study will attempt to give a comprehensive review of experimental data available in the literature that may illuminate the question whether intrinsic Fo differences and consonantal influences on Fo are treated differently in terms of compensation in the process of speech perception. In addition it is the aim to report the results of an experiment carried out on a point which - as will appear - has been neglected in previous research.

II. ACOUSTIC CHARACTERISTICS

Before turning to the data on the perception of microprosodic Fo variation it may be appropriate to survey briefly the acoustic characteristics of the two types of segmental influence considered here. The effect of vowel height on Fo can be adequately described as a shift paralleling the underlying Fo contour, i.e. the contour determined by higher-level linguistic information, perhaps with a tendency for the effect to be smaller at the beginning and end of the vowel than in the middle. In stressed vowels the magnitude of the difference between high and low vowels ranges between about 4 and 20%, with typical values of approximately 10%; in unstressed vowels the differences tend to be somewhat smaller.

With respect to the influence of obstruent voicing on Fo in the following vowel there seems to be general agreement that,
at vowel onset, Fo is lower after a voiced than after a voiceless obstruent, and that the difference — although being gradually reduced — often persists during the greater part of the vowel. There is less consensus, however, about the direction of the Fo contour following the onset of the vowel. Mohr (1971), Lea (1973), and Hombert (1978) report a rising contour after voiced and a falling contour after a voiceless obstruent, whereas more recent research (Haggard et al. 1981, Ohde 1984, 1985, Silverman 1984b) has shown that Fo may have a falling contour after both obstruent types, but more steeply falling after voiceless than after voiced obstruents. Obviously, as is the case for intrinsic Fo of vowels, the effect of obstruent voicing on Fo comes out as a deviation from the underlying Fo contour and can be described as a fall or rise in relation to that contour. This point is illustrated in figure 1, which shows Fo contours in the vowel [i] after [p] and [b] under three different tonal conditions. The tracings are derived from unpublished material on Dogri, an Indo-Aryan language spoken in the Jammu and Kashmir State in India.

The magnitude of the differences reported in the literature seems to vary a great deal, partly due to the use of different experimental methodologies, and partly due to the fact that speakers display a considerable amount of variation even under identical experimental conditions, but roughly estimated the differences in stressed vowels are typically in the neighborhood of 10-15% in the early part of the vowel, being reduced proportionally towards the end, where it is in most cases eliminated.

![Figure 1](image_url)

Fo tracings (average of 5 Fo curves) in the vowel [i] after [b] and [p] under three tonal conditions in Dogri. The tracings are lined up around the onset of the vowel.
III. PSYCHOACOUSTIC CONSIDERATIONS

In terms of detectability there seems to be no essential difference between the two types of segmental Fo perturbation described above. Both types exceed the difference limen of about 0.25% for Fo in monotone synthetic steady-state vowels obtained by Flanagan and Saslow (1958) and Klatt (1973); and, what is more important, they also exceed the considerably greater difference limen (2.1%) obtained by Klatt in vowels with linearly changing Fo.

There is, however, evidence from a number of studies that the intrinsic Fo differences among vowels may be, to some extent, reduced in the auditory process as a result of an interaction between vowel quality and pitch. This was first reported by Hombert (1976b), who found that in pairs of high and low vowels the low vowel was judged to be higher in pitch than the high vowel when the two vowels had the same Fo. From this follows that, in order for the two vowels in a pair to be judged equal in pitch, the low vowel must be lower than the high vowel in Fo. Hombert does not state how much lower, but since listeners gave 90% or more correct 'different' judgements when the two vowels in a pair differed by 5 Hz in Fo, he estimates the Fo distance at equal pitch not to exceed 5 Hz. A more exact maximum estimate can, in fact, be arrived at from the distribution of responses between equal Fo and a 5-Hz Fo difference, and under the assumption of normal ogive psychometric functions. On this basis the maximum Fo difference at equal pitch is estimated to 1.26 Hz in i-a pairs and 1.32 Hz in u-a pairs. More recently the effect of vowel quality on pitch has been investigated by Chuang and Wang (1978), Stoll (1984) and Di Cristo (1985). The two former studies find, in agreement with Hombert (1976b), that at equal pitch low vowels have to be lower in Fo than high vowels. Di Cristo (1985) found no clear effect; the reported biases vary greatly among subtests, not only in magnitude but also in direction. Directional variation among subtests was not found in the other studies. It should be added, perhaps, that the difference limens given by Di Cristo are remarkably high, 4-6%, i.e. more than 10 times the values found by Flanagan and Saslow (1958) and Klatt (1973). The results of the studies referred to above are summarized in table I.

The observed relation between pitch and vowel height is indeed what should be expected if pitch bias were a result of some sort of perceptual compensation for intrinsic Fo differences among vowels. However, Chuang and Wang (1978) and Stoll (1984) present evidence indicating that the pitch biases observed for vowels can be accounted for by pitch perception processes common to the general class of complex tone signals, of which speech vowels are, of course, a subset. The results of Stoll (1984) are particularly interesting in this respect. In this study, which examined not only high and low vowels but the entire set of German tense vowels plus schwa, Stoll found a very close correlation between experimentally obtained pitch biases and biases predicted by a pitch extraction algorithm devised by Terhardt and co-workers, which, on the basis of
Table I

Pitch biases in percent of the reference

<table>
<thead>
<tr>
<th></th>
<th>i-a</th>
<th>u-a</th>
<th>y-a</th>
</tr>
</thead>
<tbody>
<tr>
<td>Hombert (1976b)</td>
<td>1.26</td>
<td>1.32</td>
<td></td>
</tr>
<tr>
<td>Chuang and Wang (1978)</td>
<td>1.53</td>
<td>2.80</td>
<td></td>
</tr>
<tr>
<td>Stoll (1984)</td>
<td>0.96</td>
<td>0.78</td>
<td>1.42</td>
</tr>
<tr>
<td></td>
<td>0.71</td>
<td>0.89</td>
<td></td>
</tr>
<tr>
<td>Di Cristo (1985)</td>
<td>1.30</td>
<td>-0.80</td>
<td>0.00</td>
</tr>
<tr>
<td></td>
<td>-0.65</td>
<td>2.41</td>
<td></td>
</tr>
</tbody>
</table>

Note that in the case of Hombert (1976b) the values listed are estimated maximum values. Positive values indicate Fo_{high}>Fo_{low}, negative values Fo_{high}<Fo_{low} at equal pitch.

our present knowledge of pitch perception, describes the relation between spectral properties and pitch of complex tones (see Terhardt 1979, Terhardt et al. 1982a,b).

Thus, the intrinsic Fo differences among vowels and the Fo differences due to consonant voicing can be said to be treated differently by the auditory system. The former type of Fo perturbation is reduced as a result of the interaction between spectral shape and pitch, while the latter is, of course, left unaffected. But it should be pointed out that the pitch bias effect observed in the above studies is quite small, little more than 1% on the average and not exceeding 3%, even if the experimental conditions - direct comparison of monotone stimuli - may be assumed to enhance such an effect as compared to more speech-like conditions. Since the Fo differences between high and low vowels are typically about 10%, the pitch bias effect, however interesting it is from a psychoacoustic point of view, can hardly be assumed to play anything but a marginal role in the perception of speech.

IV. Fo PERTURBATION AND LINGUISTIC CATEGORIES

The fact that the pitch bias effect cannot be assumed to compensate for Fo differences among vowels does not preclude, of course, that perceptual compensation can take place at a higher
(i.e. linguistic) level where it is conditioned not by the spectral properties as such but by the phonetic characteristics of the vowels. However, if such a higher-level compensatory effect may be assumed to exist, there is no obvious reason why it should be restricted to operate on F0 differences among vowels, and not on the perturbations caused by the voicing state of the preceding obstruent. It is true, as argued by Hombert et al. (1976), that the effect of vowel height may be more closely associated with the conditioning factor in perception because it occurs simultaneously with it, compared with the effects of obstruent voicing, where the perturbation and the factor causing it are located in different segments. On the other hand, the effect of obstruent voicing on F0 in the following vowel is analogous to the influence of consonant place of articulation on the formant frequencies of adjacent vowels. This effect has been shown to be adjusted for perceptually in that the perceptual boundaries between vowel phonemes are shifted systematically as a function of the place of articulation of the neighboring consonants (Lindblom and Studdert-Kennedy 1967). Thus, it can reasonably be argued that perceptual compensation for perturbatory effects within one segment can operate whether the conditioning factor occurs in that segment or in neighboring segments. Consequently, there seems to be no firm basis, theoretically, for assuming that the two types of segmental F0 perturbation dealt with here are treated differently in the speech perception process; both types may or may not be compensated for.

The question whether or not segmentally conditioned F0 perturbations are actually compensated for can be addressed in terms of the manner in which they interfere with the perception of the identity of the segments themselves on one side, and with the perception of prosodic categories on the other. If a segmental effect on F0 is not compensated for, i.e. it is heard by the listeners, F0 could, at the segmental level, be able to function as a perceptual cue to the phonetic feature which is responsible for that effect and, at the prosodic level, the F0 perturbations could be expected to distort the prosodic structure of an utterance as a function of the segmental composition of the utterance. Conversely, if a segmental effect on F0 is perceptually compensated for, it will not interfere with the prosodic information of the utterance, nor can it be expected to act as a cue to segment identity.

With respect to the influence of F0 on the perception of segments, there is evidence from a number of studies using synthetic speech that F0 in a vowel can be a cue to the voicing category of the preceding obstruent (Haggard et al. 1970, Fujimura 1971, Abramson 1975, Massaro and Cohen 1976, 1977, Abramson and Erickson 1978, Haggard et al. 1981, Bernstein 1983, Abramson and Lisker 1985). In cases where the voice onset time, which is the primary cue to the voicing distinction, is ambiguous, a low F0 in the following vowel will favor 'voiced' responses, whereas a higher F0 will favor 'voiceless' responses. According to Massaro and Cohen (1976, 1978), and Haggard et al. (1981), the most salient F0 characteristic in
the vowel for the perception of voicing seems to be the Fo level at vowel onset, rather than the general level in the vowel or the direction (rising versus falling) of the Fo contour following vowel onset. The results of Abramson (1975), Abramson and Erickson (1978), and Abramson and Lisker (1985) suggest, however, that the general Fo level may also be of some importance. In their studies, rising versus falling Fo in the vowel was found to affect the categorization of voicing, and more effectively so when the duration of the Fo movement was 100 and 150 ms instead of 50 ms, i.e. when the 'Fo perturbation' lasted longer. Now, since in natural speech onset Fo, general Fo level, and in some cases also the direction of the initial slope are covarying as a function of consonant voicing, it seems beyond reasonable doubt that the Fo perturbation encountered in natural speech can be used by the perceptual system determining the voicing state of the preceding obstruent.

The question whether intrinsic Fo can contribute to the perception of vowel height has, to my knowledge, not been investigated experimentally. It could be argued that the cases in which Fo can be a significant cue to the identification of vowels are those in which two vowels are close together in vowel height and, consequently, in intrinsic Fo. However, in the Danish material reported by Reinholt Petersen (1978), the Fo differences between adjacent vowels on the vowel height scale were found to be about 5% on the average (ranging from 0 to 11%); and the differences between /i:/ and /e:/ and between /u:/ and /o:/, which are very close in vowel height, averaged 5.5%. Differences of this magnitude may very well be hypothesized to play a role in the perceptual categorization of vowels, particularly if the vowels are closely spaced as is the case in the Danish examples referred to above.

At the prosodic level of speech the results of a study on Danish (Rosenvold 1981) suggest that intrinsic Fo differences between high and low vowels are compensated for in the perception of stress. In Danish, a stressed syllable is characterized by a relatively low Fo, followed by a high Fo in the first post-tonic syllable (see, e.g. Thorsen 1984). In an identification experiment, Rosenvold demonstrated that raising the Fo of the second syllable in an isolated two-syllable word from a level equal to that of the first syllable, would shift the perceived stress position from the second to the first syllable, and - what is important here - Fo had to be raised to a higher level for the shift to occur when the vowel in the second syllable was high than when it was low. Not only the direction of the change of boundary but also - and particularly - its magnitude, which was approximately 10%, give strong support to the view that the speech perception system can compensate for intrinsic Fo differences between high and low vowels. And at the same time, the magnitude of the effect rules out the possibility of a psychophysical pitch bias effect to be involved to any significant degree.
Whether similar boundary shifts may occur as a result of perceptual compensation for Fo perturbation due to consonant voicing has been investigated by Abramson and Erickson (1978) in a study on the identification of tonal categories in Thai. Their stimuli were CV syllables synthesized with voice onset times appropriate for [ba], [pa], and [pha], and combined with the members of a fan-shaped Fo continuum, in which all Fo variants started from a common origin at 120 Hz and moved towards end points ranging from 92 to 152 Hz. For the sake of clarity the Fo continuum has been redrawn in figure 2. A number of Thai subjects were to identify the stimuli as having low, mid, or high tone. As it turned out, the boundaries between the tonal categories (indicated by arrows in fig. 2) were influenced by the preceding stop consonant, but in a somewhat ambiguous manner.

![Figure 2](image)

_Schematic representation of the Fo variation in the stimuli used by Abramson and Erickson (1978). The boundaries between tonal categories are indicated by arrows (redrawn on the basis of figures in Abramson and Erickson, 1978)._
PERCEPTION OF Fo PERTURBATION

depends, of course, on which aspect of the Fo variation the listeners focus upon in their identification of the tonal categories. In the study at hand the listeners had two (covarying) cues on which to base their judgments, the slope of the Fo contour and the end point (fig. 2).

If the absolute frequency of the end point, irrespective of slope (or, perhaps, the general Fo level, which directly depends on the end point) were the cue to tone identification, then – assuming compensation for the effect of consonant voicing – the boundary between two adjacent tonal categories should be expected at lower end points after voiced than after voiceless stops.

Conversely, if the Fo slope alone were the cue, the boundary between the low and mid tones and between the mid and high tones should be expected at less steeply negative and more steeply positive slopes, respectively, after voiced than after voiceless stops. In other words, the slope representing the boundary between two adjacent tonal categories should be positive after voiced and negative after voiceless stops in relation to a 'neutral' (i.e. unperturbed) boundary slope. And, if this interpretation is expressed in terms of end point values, the boundaries should be expected at higher end points on the stimulus axis after voiced than after voiceless consonants, since a slope with a higher end point is more steeply rising – or less steeply falling – than a slope with a lower end point.

Thus, it is seen that the assumption of perceptual compensation for the effect of consonant voicing will predict opposite directions of boundary shifts depending on whether Fo level or Fo slope is the more important cue to the perception of tonal categories.

The ambiguity of Abramson and Erickson's results rests on the fact that their listeners put the high-mid boundary at lower end points after voiced than after voiceless stops, whereas they had the reverse order of boundaries for the mid-low distinction (fig. 2). Taking the considerations above into account, the results can be interpreted to reflect the operation of a compensatory effect for consonant voicing, if it may be assumed that the listeners used different aspects of the Fo variation as cues to their identification of tones, namely the end point value, or general Fo level, for the high-mid tone distinction and the Fo slope for the mid-low tone distinction. The explanation ventured here is, of course, highly speculative, and calls for further substantiation, but one point speaks in favor of perceptual compensation – or, rather, against non-compensation –, namely the fact that the tonal boundaries were affected by consonant voicing at all. If no compensation had taken place, the boundaries should have been expected to remain constant irrespective of the voicing state of the preceding stop consonant.
In the preceding paragraphs experimental data have been re-viewed relating to the questions whether or not segmentally determined Fo perturbations are perceptually compensated for, and whether the two types of perturbation under consideration here receive the same or different treatments in the speech perception process. If the explanation of the results of Abramson and Erickson (1978) attempted above is tenable, two points stand out being of major interest in relation to these questions. One is that in the perception of prosodic categories (stress position and tone), the Fo perturbation due to vowel height and the perturbation due to obstruent voicing both seem to be compensated for. This is in agreement with the view expressed above that the two types of perturbation should not necessarily be expected to be treated differently in speech perception. The other point is that the consonantal Fo perturbation is evidently used by the listeners as a cue to consonant identity, i.e. it is 'heard' by the listeners, whereas, when the identification of tonal categories is concerned, it appears to be compensated for perceptually.

Before any conclusions are drawn as to the implications of the data reviewed above it is necessary to consider one issue which - as mentioned earlier - has not been investigated experimentally, namely the interaction between intrinsic Fo differences among vowels and the perception of vowel height. The experiment to be reported in the following was intended to examine this issue, that is, more specifically, to give an answer to the question: can Fo act as a cue to the perception of vowel height in the same sense as it does to the perception of consonant voicing?

V. Fo AS A CUE TO VOWEL HEIGHT,
A PILOT EXPERIMENT

In order to investigate this question a series of words of the type ['bV:ea] was synthesized on an OVE III speech synthesizer. The stressed vowel was varied in seven equal logarithmic steps from /u:/ to /o:/ . The formant frequencies at the extremes of the vowel quality continuum were: \( F_1 = 225 \) Hz, \( F_2 = 825 \) Hz, \( F_3 = 2100 \) Hz for /u:/, and \( F_1 = 325 \) Hz, \( F_2 = 650 \) Hz, \( F_3 = 2400 \) Hz for /o:/ . Each vowel quality was combined with three essentially parallel Fo contours at different levels as shown in figure 3. The differences between adjacent Fo levels were 6 Hz, which approximately corresponds in magnitude to the differences in intrinsic Fo between /u:/ and /o:/ reported for Danish by Reinholt Peter-sen (1978) (see above). The 21 stimuli were arranged in 10 different random orders in an identification test in which the listeners were to decide whether they heard an /u:/- or an /o:/-word. The test was taken by a group of 7 Danish listeners, all staff members or students at the Institute of Phonetics.
Figure 3
Fo contours of the synthetic [\textipa{\textfrac{1}{2}V:\textipa{\textae}}] stimuli used for the identification test.

Figure 4
Identification functions (percentage of /o:/-responses) for all subjects pooled under high, mid, and low Fo conditions.
The identification functions for all subjects pooled are displayed in figure 4. It is seen that the response distributions are influenced by the Fo of the vowel. A vowel with a lower Fo is more likely to be heard as /o:/ than a vowel with higher Fo. The mean boundaries between the two vowel phonemes, expressed in stimulus steps, were 4.44, 4.21, and 4.11 at high, mid, and low Fo, respectively. The data were submitted to a two-way analysis of variance, using a mixed model, where listeners were the random and Fo levels the fixed variable. Both main effects were statistically significant (p<0.01), $F(6,189) = 4.5$ for the listener effect, and $F(2,12) = 7.536$ for the Fo effect. The interaction effect was not significant $F(12,189) = 0.867$, $p>0.10$.

On this basis it can be concluded that the speech perception system can use Fo as a cue to vowel height when the primary cue, i.e. spectral shape, is ambiguous. This corresponds closely to the manner in which Fo has been shown to function as a cue to consonant voicing.

VI. CONCLUSIONS

The results of the experiment reported above on Fo as a cue to vowel height give additional support to the interpretations outlined previously on the basis of the research surveyed in the present paper. Thus, a pattern of evidence seems to emerge of which two points are of particular significance to the understanding of the manner in which segmentally conditioned Fo variation is dealt with in the perception of speech.

Firstly, the commonly adopted view is challenged that the Fo perturbation due to vowel height and the perturbation due to voicing state of the preceding consonant are treated differently in the speech perception process. On the contrary, it seems justified to conclude that a high degree of parallelism exists in the perception of the two types of Fo variation, both at the segmental and at the prosodic level.

Secondly, the pattern of evidence suggests the seemingly paradoxical conclusion that - regardless of type - the segmentally conditioned Fo variation is both compensated for, at the prosodic level, and is 'heard', at the segmental level. This is, perhaps, less paradoxical if we consider that the speech perception system must have a knowledge of the existence of segmentally conditioned Fo perturbations (or the constraints in the speech production apparatus responsible for them), otherwise it would not be able either to use them as cues for segments or to compensate for them. Under these circumstances it seems obvious to hypothesize that the perceptual system may be sufficiently flexible to apply this knowledge at either level, the segmental or the prosodic, depending on the actual demands on the system. That is, it focuses selectively upon the level where the acoustic input is ambiguous in relation to the identity of the linguistic categories and/or where the greater importance is attached to the correct categorization.
Such a task-dependent behavior of the perceptual system can be considered likely to come out most clearly under the experimental conditions used in the studies considered, which are typically designed to examine one level at a time. In natural speech, cases may well be imagined where the acoustic cues to category membership are ambiguous at the segmental and at the prosodic level at the same time, resulting in misperceptions at one of the levels, or both. However, the probability of occurrence of such cases will, perhaps, be rather small, and in natural speech - as opposed to experimental conditions - the speech perception process will have recourse to the linguistic context in a wide sense.

Finally, it should be emphasized that the conclusions arrived at here clearly call for further experimental substantiation. Indeed, except for the research into the function of Fo as a cue to obstruent voicing, remarkably little experimental work has been done relating to the role of segmentally conditioned Fo variation in the perception of speech. The present paper may, hopefully, provide a framework for such future experimentation.

REFERENCES


Bernstein, L.E. 1983: "Perceptual development for labeling words varying in voice onset time and fundamental frequency", J. Phonetics 11, p. 383-393


Di Cristo, A. 1985: De la microprosodie à l'intonosyntaxe, (Aix-en-Provence)


Mohr, B. 1971: "Intrinsic variations in the speech signal", Phonetica 23, p. 65-93

Ohala, J.J. 1973: "Explanations for the intrinsic pitch of vowels", Monthly Internal Memorandum, Phonology Laboratory, University of California, Berkeley, p. 9-26


Ohala, J.J. 1982: "Physiological mechanisms underlying tone and intonation", The XIII International Congress of Lin-
guists, Working Group on Intonation, preprints, p. 1-12


Reinholt Petersen, N. 1978: "Intrinsic fundamental frequency of Danish vowels", *J. Phonetics* 6, p. 177-189


Silverman, K. 1984a: "What causes vowels to have intrinsic fundamental frequency?", *Cambridge Papers in Phonetics and Experimental Linguistics* 3, p. 1-15


